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AHHOMayusa

PaccmoTpeHbl COBpeMeHHbIe Noaxoabl K cybCcnoBHOM TOKEHM3aUUK TEKCTOB
NPUMEHUTENIBHO K MAJIOPECYPCHOMY TAAMKMUKCKOMY A3bIKY, XapaKTepusyemomy
CNOYKHOW MOPPO/IOTMYECKOM CTPYKTYPOM M BbICOKOW BapMaTUBHOCTbIO cioBodopm. B
Xxoae nccnenosaHus bbin chopmmnpoBaH U NpeaBapuTeNbHO 06paboTaH MacwTabHbIN
pPa3HOPOAHbIN KOpNyC, BKAOYatoWwmn 99 KHUT n 134497 TeKCTOBbIX CTaTeN Pa3/INYHbIX
YKAHPOB N TeMaTuK, obwmin o6vem KoToporo npesbiwaeT 33 MAH TOKeHOB. Kopnyc
6blN OYULLLEH OT LUYMOB, HOPMaIM30BaH M UCNO/Ib30BaH B KAYeCcTBe OCHOBbI A5 00y-
YeHWA U NOCNeAYHOLWEro TECTUPOBAHMA CYOCNOBHbIX MOgENEN.

Ha 6a3e Ha3BaHHOro Kopnyca 6biin 0byyeHbl U NPOAHANM3NPOBAHbI NATb MO-
Aenen TokeHmsaumu, peanmsyowmx anropntmel BPE, WordPiece n Unigram c¢ wuc-
nonb3oBaHnem 6mbanotek Hugging Face Tokenizers u SentencePiece. CpaBHUTENb-
Has OUEHKa NpoBeAeHa NOo pAAY K/AtOYEBbIX MOKAa3aTeNeln, BKAKOYAA 4010 HEU3BECT-
HbIx cnoB (OOV), cTeneHb CXKaTMA TEKCTOBOrO NpeacTaBieHnsA, CKOPOCTb TOKEHU3a-
LMW, @ TaKKe XaPaKTEPUCTUKKU pacnpeseneHua n-rpamm, no3BoaAlWwMe OueHUTb
CNOCOBHOCTb MoAenen oTpaxKaTtb MOPPONOrMYECKY0 N CTPYKTYPHYIO OpraHu3aumto
A3blKa. Pe3ynbTaTbl 3KCNEPUMEHTOB MO3BONUAN BbiABUTb CUJIbHbIE U Cnabble CTO-
POHbI PA3INYHbIX NOAX0A0B K Cy6CNOBHOM cermeHTauMm u onpeaenntb Hanbonee
3pPeKTMBHbIE CTPATErMN TOKEHM3AUUM B YCNOBUAX MOPPONOrMYECKOM CNOMKHOCTU
TaAKMKCKOrO A3blKa. MMosyvyeHHble BbIBOAbI MOryT 6bITb MCNO/b30BaHbl NPU pa3pa-
60TKe A3bIKOBbIX Moaenen n npuknagHbiX NLP-MHCTPYMEHTOB ANA TAAKUKCKOro U
APYrMX ManopecypCHbIX A3bIKOB, CNOCOOCTBYA PACLUMPEHMIO NX NPUCYTCTBUA B LUP-
poBOW cpeae.
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BBEOEHUE

CoBpemMeHHble AO0CTUXKEHUA B 061acTn 06paboTKKN ecTecTBEHHOIO A3blKa (NLP)
obecneunnn 3HauMTENbHBIN NPOrpecc B aBTOMATUYECKOM aHa/IM3e TEKCTOB, O4HAKO
3TOT NpOrpecc NPeMmMyLLECTBEHHO HanpaB/aeH Ha A3blkK ¢ BoraTbiMn pecypcamm, Ta-
Kne, Hanpumep, Kak aHIMNCKUIA, KUTaUCKUIA U NCNAHCKUIA. B cnny aToro manopecypc-
Hble A3bIKM OCTAlOTCA B OTHOCUTE/IbHON M30NALMN OT NepeaoBbiX TEXHO/IOMUMN, YTO
OorpaHUYMBaET UX NPEACTaBAEHHOCTb B UMPPOBOMN cpede M CHUXKAET KayecTBO Npu-
KNaAHbIX peleHnn ANs COOTBETCTBYOLWMX coobuiecTs [1].

TaaXXMKCKMN A3bIK, MPUHAA/IEXKALNMA K UPAHCKOM noarpynne MHA0eBpPONnemn-
CKOW CEMbBU U ABNAKOLWLMINCA TOCYaPCTBEHHBLIM A3bIKOM Pecnybanku TagKMKUCTaH,
npeactasaseT cobon xapaKTepHbIA NPUMEpP TaKoro A3bIKOBOro Npoduas: AnsA Hero
AOCTYNMHO OrpaHUYEHHOE KOJIMYECTBO KOPMYCOB, NEKCUYECKUX BAa3 U MHCTPYMEHTOB
06paboTKM, YTO CYLLECTBEHHO 3aTpyAHAET pa3paboTKy M aganTaumio COBPEMEHHbIX
NLP-cuctem [2]. Mopdonornyeckana cIoOXKHOCTb 3blKa: pa3BuTas cuctema adpPpukca-
uum, 6oratas rnaronbHas Napagurma M CNoXKHble cnoBoobpa3oBaTesibHble Mexa-
HM3Mbl — NPMBOAMT K BbICOKON CN10BOGOPMEHHOM BAapPUATUBHOCTU U yBEAMYMBAET
[ONI0 PeaKnx UNu paHee He BCcTpedaslmxca cnos (O0V), uto genaet npobnemy To-
KeHM3auum KNKoYeBOM Ha 3Tane NoAroTOBKU AAHHbIX.

CybcnoBHasA TOKEHM3aUMA, peanmsyemasn nocpeactsom anroputmos BPE (Byte-
Pair Encoding), WordPiece n Unigram, npeacrasnseTt co6oin apPpeKTUBHbIA UHCTPY-
MeHT yMeHbLleHna O0V-npobnembl 3a cyeT pa3breHna cN0B Ha OCMbIC/IEHHbIE NOA-
CNOBHble eANHULbBI U TeM cambim obecneunBaeT 6osee KOMMNAKTHOE M YCTOMYMBOE
npeacTaBNeHne NEKCUKU. ITU MeTOoAbl AOCTUT/IN LUIMPOKOFO NPUMEHEHUA B 3a4a4ax
MaLUMHHOro NnepeBosa, A3bIKOBOro MoAenMpoBaHma n apyrmx obnactax NLP, ogHako
X NPUMEHMMOCTb U OTHOCUTEIbHAA 3PPEKTUBHOCTb AN MANIOPECYPCHbIX U MOpPdO-
NIOTNYECKM MaAJIOHACBILWEHHbIX A3bIKOB TPebyloT LeneHanpaB/ieHHOro 3mnupuye-
CKOro uccnepnoBaHums [3, 4].
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Cnepnyet oTMeTUTb, 4TO Ha GoHe BypHOro pa3BUTMA B60MbLLMX A3bIKOBbIX MOAE-
nenn (LLM) obyyeHne n onTMMM3aUMA CMELMANN3MPOBAHHbIX TOKEHM3ATOPOB OCTa-
OTCA aKTya/IbHOM M MPAKTUYECKM 3HAYMMOM 3a4a4elt. YHMBepcanbHble LLM, Kak npa-
BM/IO, OMMUPAIOTCA Ha NpenobydyeHHble CXeMbl CErMeHTaLMu, KOTopble He Bcerga
afleKBAaTHO OTPAXKAlT TMNONOrMYecKne ocOb6eHHOCTU MasIoOU3YYEHHbIX A3bIKOB; MO-
3TOMY afanTaumsa uan NOBTOPHOe obyyeHMe TOKEHM3aTOpa Ha Kopnyce LeneBoro
A3blKa OCTAOTCS HEOOXOAMMbIM LIArom AN NoBbiWeHUs KavectBa downstream-3a-
a4 N SKOHOMWK BbIYNCANTE/NIbHBIX PECYPCOB NPU AasibHelwem A00byyeHnn moge-
newu [1, 5].

Llenamn HacToAwero nccnenoBaHma AsnaTca GopmMpoBaHne maclitabHoro
Pa3HOPOAHOIo0 Kopnyca TaAKWKCKOrO A3blKa M NPOBeAEHWE CPAaBHUTENbHOTO aHa-
133 NoAX040B K Cy6C/I0OBHOM TOKEHM3AUMM C UCNoAb3oBaHKeM bubnmotek Hugging
Face Tokenizers u SentencePiece. 1na AOCTUXKEHUA 3TUX LLeNelt NOCTaBAEHbI caeay-
towme 3agaumn: (1) cbop n npegsaputenbHana obpaboTka Kopnyca, penpeseHTUpyto-
LEero pas/inyHble KaHpbl U AOMEHbI; (2) obyyeHre 1 KOHOUIypauma mogenen Toke-
Hu3aunm (BPE, WordPiece, Unigram); (3) KonnyectBeHHaa oLeHKa MoAenen no met-
PUKAM MOKPbITUA NEKCUKMU, CTEMEHW CXKATUA U CKOPOCTU 06paboTKK; (4) ANHTBUCTU-
YeCKMW aHaNu3 pacnpeeneHui n-rpaMm A1s BbIABNEHUA 0COOEHHOCTEN cermeHTa-
U1K U X BIMAHMA HA NPUKNASHbIE cLeHapuu. MoayYyeHHble pe3ynbTaTbl HANPaBAEHbI
Ha co34aHne BOCNPOM3BOAMMbIX apTePaKToB M 06OCHOBaHME peKoMeHAaLM i No Bbl-
H6opy TOKeHM3aTopa B 3aZa4aX, KPUTUYHbIX K CEMaHTUKE, KOMNAKTHOCTU NpeacTaBne-

HUA NN NPOU3BOANTENBHOCTU.
OB30OP JIUTEPATYPbI

B nocnegHue roapl HabntopgaeTca 3HaYMTENbHbIM MHTEPEC K meTodam obpa-
OOTKM eCTEeCTBEHHOTO A3bIKa A/17 MAaNOPECYPCHbIX A3bIKOB, YTO NOATBEPIKAAETCA MHO-
rOYMCNEeHHbIMU UCCNeoBaHUAMM, NOCBALEHHBIMU CO3aHUIO KOPMYCOB, JIeKCUYe-
CKUX PECcypcoB 1 aaanTalunm COBPEMEHHbIX aATOPUTMOB K yca0BUAM aeduumta AaH-
HbiX [2, 6, 7]. HeE3aBMCMMO OT NCNONIb3YyEMbIX MOAENEN U APXUTEKTYP, BbIOOP CcTpaTe-
r'MM TOKEHU3aUMK NpeacTaBaseT coboi KnoveBon atan B noctpoeHmnn NLP-cucrtembl,
NMOCKONIbKY MMEHHO Ha ypoBHe TOKeHOB dopmupyeTca 6a3oBoe AMUCKpEeTHOe npea-
CTaB/IEHME TEKCTa, onpeaensatoulee 3¢PeKTUBHOCTb Nocieayrolen obpaboTku.
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TpagnMuMoHHAA CNOBHAA TOKEHWU3ALMA, TPAKTYIOWAA KaXK4oe C/I0BO KaK OT-
AeNbHbIN TOKEH, MMEET CYLLLEeCTBEHHbIE OrPaHMYeHns Npu paboTe c mopdoormyeckm
6oraTbiMu A3bIKAMW: OHA NPUBOAUT K PE3KOMY YBEIMYEHMIO pa3Mepa C/I0BapAa U po-
CTY YMC/la HEM3BECTHbIX C/I0B, YTO CHUXKaeT obobujarowme CBOMCTBA MOAENEMN.
B cBA3M C 3TUM B NOCneAHMe rofbl LWMPOKO PacnpoCTpaHeHbl MeToabl CybcnoBHOM
TOKeHM3aunmn, npegnonararowme pasbueHne CnoB Ha MeHbLUME eguHUUbl — Cyb-
cnosa. Takme meToabl NO3BONAIOT CYLW,ECTBEHHO YMEHbLUNTb pa3mep C/10BapA U no-
BbICUTb €ro NOKpPbITUE, 0COBEHHO B AI3blKax C pa3BuTon mopdonormen [1, 3, 8].

Knaccuyeckme anroputmbl  cybCcnOBHOM cermeHTaumMm BKAtodaroT  BPE,
WordPiece 1 Unigram. Anroputm BPE, Bocxoasawmin K meTogam cKaTtus gaHHbIX, 06b-
eanHAeT Hanbonee 4acTOTHbIE Napbl CUMBOIOB UM NOACNOB, NOCTENEHHO POPMU-
pya cnoBapb [9]. WordPiece, npumeHsemMbii BO MHOTUX TPAHCPOPMEPHbIX MOAENAX,
BblbupaeT cybcnoBa, MaKCMMU3IMPYOLWLME BEPOATHOCTb KOpMNyca, U NO3TOMY CMOCO-
6eH TouHee oTpaxKaTb 3aKOHOMEPHOCTU A3blKa [8]. B To ke Bpema mogenb Unigram
paccMaTpMBaeT CErMEeHTALUMI0 KaK BEPOATHOCTHYHO 3aJady M noabupaeT ONOPHbIN
CN0Bapb CTAaTUCTUYECKM ONTMMaNbHbIM 06pa3om [4]. 3T noaxoabl aKTUBHO NpUme-
HAKOT B MALMHHOM NepeBoae, A3bIKOBOM MOAENNPOBAHUN M Apyrnx 3agadax NLP
M 3a4acTyl0 NPEBOCXOAAT C/IOBHYHO TOKeHM3aumio [1, 3].

CoBpeMmeHHble nccnenoBaHMA NOAYEPKMBALOT, YTO 3G PEKTUBHOCTb PA3/IUYHDIX
CcybCNOBHbIX aNTOPUTMOB CYLLLECTBEHHO 3aBUCUT OT A3bIKOBbIX 0COBEHHOCTEN N [0-
MeHa. Hanpumep, nokasaHo, 4yto Unigram morkeT npeBocxoamnTtb BPE npu obpaboTke
AMNOHCKOrO M aHIIMMCKOrO A3bIKOB 3a CYET IyyLlIero COOTBETCTBUMA MOPPEMHOM CTPYK-
Type [4]. Apyrve paboTbl 4EMOHCTPUPYIOT, YTO NPU NPUMEHEHUN K MOP(ONOTrMYECKH
6oratbim si3blkam BPE 1 Unigram HepegKo okasbiBatotca a¢pdpektusHee WordPiece
WAM NOKa3blBAOT CONOCTaBUMMble pe3ynbTaTtbl [5]. B nocneaHux mccnepoBaHMsax
TaKXe npoBeAeHO AeTasbHoe cpaBHeHWe BPE m Unigram Ha mopenax cemencrsa
RoBERTa, BbisiBMBLUEE UX CUAIbHbIE U cNabble CTOPOHbI B 3aBUCMMOCTU OT pasmepa
Kopnyca u a3bika [15]. Kpome Toro, aHann3 noaxoaoB K cy6Cc/OBHOM TOKEHM3ALUMK
AN MHOUACKUX A3bIKOB NOKa3as, Y4To BbI6Op anropntma CyLLeCTBEHHO BAMAET HA Ka-
4yecTBO NpeACTaBAeHMA A8 A3bIKOB C pa3BuToi mopdonormnein [16]. MNpu aTom BbiGOP
TOKEHM3aTopa MOXKET OKa3blBaTb 3aMETHOE B/IMAHME Ha KayecTBO peLleHui
downstream-3agay, BKAKOYAA KAacCMPUKALMIO, N3BNEYEHNE CYLLHOCTEM WU MaLUMH-
HbI NnepeBog, [3, 8].

549



Russian Digital Libraries Journal. 2026. V. 29. No. 2

[lna manopecypcHbIX A3bIKOB CPAaBHUTE/IbHblE UCCAEA0BaHMA CyOCNOBHbIX TO-
KEeHM3aTopoB 0COBEHHO aKTyanbHbl. B page paboT NnoKa3aHo, YTO KOPPEKTHbIM BbIOOpP
aNropuTMa CermeHTauum ABNAETCA KAt4YeBblM (GAKTOPOM YCNELWHOro NoCTpoeHun
A3bIKOBbIX MOAENEN U CUCTEM MALLUMHHOIO NepeBoaa, 0CO6eHHO Npu BbICOKON MOp-
donormnyeckon cnoxkHoctu [3, 18]. Obwume BonNpochbl OLEHKN 3PPEKTUBHOCTM METO-
0B TOKEeHM3aumMn ocBelLeHbl B paboTe [14], rae npeanoxeHbl METPUKM U NoAXOAbI K
CpaBHeHWUt0. OAHAKO ANA TaAKMKCKOTO A3blKa TakKMe UccnenoBaHUs HOCAT eAnHUNY-
HbIM XapaKTep, a 60/bWNHCTBO Ny6AMKAUUIA pacCMaTPMBaAET ero /IMlb Kak npumep
A3blKa C OrpaHNYEeHHbIMM pecypcamu [2]. ITo nogyepKmMBaeT HeoHXoAMMOCTb NpoBe-
AEHUA LLeNeHanpPaBeHHOrO CPAaBHUTE/IbHOrO aHa/IM3a TOKEHM3ATOPOB UMEHHO ANA
TaKMKCKOrO A3blKa.

MpaKTuyeckas peanusaumnsa cybc10BHON TOKEHM3aUMM OCyLLEeCTBASETCA npe-
MMYLLECTBEHHO C WCNonb3oBaHMem 6ubanotek Hugging Face Tokenizers u
SentencePiece, KoTopble NpeaoCTaBAAKT UHCTPYMEHTbl 0OYYEHUA N NPUMEHEHUS
MoZenen cermeHTaunm ansa pas/inyHbIX TUMOB A3bIKOB M Kopnycos [5]. Hananune Ta-
KMX MHCTPYMEHTOB NO3BOAET BbINO/IHATb BOCNPOM3BOANMbIE 3KCNEPUMEHTbI U CPaB-
HEeHMA TOKEHN3AaTOPOB KaK Ha LMPOKO U3BECTHbIX A3bIKax, TaK M HAa MaNOM3yUYEHHbIX.

Takmm obpaszom, 0630p AnTepaTypbl NOKA3bIBAET, YTO Cy6CNOBHAA TOKEHM3a-
umMA npeacTaBnseT cobon oaMH U3 KAoYEBbIX KOMMNOHEHTOB coBpemeHHOro NLP-mH-
CTPYMEHTapUA, 0COBEHHO B KOHTEKCTE MaIOPECYPCHbIX U MOPPONOrMYECKM CIOMKHbIX
A3blKoB. OQHAKO ANA TaAXKUKCKOIO A3blKa OTCYTCTBYET MOJIHOLEHHbIA CUCTEMATHYe-
CKUIM aHann3 3GPeKTUBHOCTU Pa3INYHbIX CTPaTErMin TOKEHU3aALUMN, YTO onpeaenseT
aKTya/IbHOCTb HACTOALLEr0 UCCNen0BaHUA.

METOA0N0IuA

B HacToAweMm pasgene onvcaH MeToao0N0rMYeckmii NoAxXoa, Peasin30BaHHbIN
ANns pa3paboTKU U CPaBHUTEIbHOIO aHaNM3a CybCNIOBHbIX TOKEHM3ATOPOB NPUMEHMU-
TE/IbHO K MafiopecypcCHOMY TaZXKMKCKOMY A3blKy. MiccneaoBaHue CTPOUAOCh Ha no-
cnepoBaTenlbHOCTM 3TanoB: GOPMUPOBAHUN PeENpPe3eHTAaTUBHOIO Kopnyca U ero
npeaBaputTenbHon o6paboTke, 06y4eHUM TOKEHM3ATOPOB Ha 6ase Pas/INYHbIX anro-
putmoB (BPE, WordPiece, Unigram) u asyx 6ubnumotek (Hugging Face Tokenizers n
SentencePiece), KONNYECTBEHHOM OLLEHKE MOJIy4EeHHbIX MoAe el No paay 06BbEKTUB-
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HbIX METPUK N JIMHIBUCTUYECKOM aHa/In3e UX BbIXOAHbIX pa3bueHunin. Boibop meTto-
AWKN 0bycnoBneH HeobxoaMMOCTblo 0b6ecneymTb CONOCTaBMMOCTb Pe3y/IbTaToB U
BOCMNPOM3BOAMMOCTb 3KCNepumeHTa [4, 5, 8, 9].

Ans popmmpoBaHma Kopnyca 6bian cobpaHbl TEKCTbl U3 PAa3HOPOAHbIX UCTOY-
HMKOB, PENpPe3eHTUPYIOLWNX NMUCbMEHHYIO TPAaAMULMIO COBPEMEHHOIO TaAXMKCKOTO
A3blKa: HOBOCTHble Nyb6AMKaUMKM, SHUMKNOMEANYECKME CTaTbW, maTepuanbl Buku-
neamu, a TakKe XyAoXKecTBeHHaa n ydebHaa nutepatypa [10-13]. B utore nonyyeH
Kopnyc, BKatoYatowmmn 134596 gokymeHToB 0buwero obvrema 6onee 33 MAH TOKEHOB;
COBOKYMHOE YMNCN0 YHUKANbHbIX C/10B (nemm) B Kopnyce cocTaBnaeT 649308, 4To oT-
parkaeT BbICOKYH JIEKCMYECKYHO BapMaTUBHOCTb LLeNEeBOro A3blKa M NoAYepKMBaeT
BAYKHOCTb NPUMEHEHUA CyOCNOBHOM TOKEHU3ALUMKM ANA CHUXKeHMA ypoBHA OOV u no-
BbILLEHMA NOKPbITUA Kopnyca [6, 7]. PacnpegeneHne cobpaHHbIX MaTepPUanoB Nno mc-
TOYHMKaM nNpuBegeHo B Taba. 1.

Tabn. 1. PacnpeaeneHune 3anncei No UCTOYHMKAM

NcTouyHKMK KonnuecTtso 3anucen
khovar.tj 21557
asiaplustj.info 20471
ovozitojikuz.tj 7495
farazh.tj 4679
Buknneaua (Tagskmkckas) 80295
KHuUru 99
Utoro 134596

Bce ncxogHble TEKCTbI OblAM YHUPMUMPOBAHbI U coxpaHeHbl B ¢opmaTte JSONL
(JSON Lines): kKaxkaan cTpoka ¢daina cooTBeTCTBYET OAHOMY AOKYMEHTY U COAEPKUT
nons title (3aronosok), text (tekct) n source (McToYHMK). [Ana obecneyeHUa LenocT-
HOCTM KOpnyca U3 BbIBOPKM UCKAKYAIUCh AOKYMEHTbI C OTCYTCTBYIOWMMU UIN IBHO
HEKOPPEKTHbIMM 3HAYEHMAMM B YKA3aHHbIX NONAX; TaKaA npegduabTpaumna npesoT-
BpallaeT nonagaHuve B obyyaroulyto BbIOOPKY «MyCTbIX» WUANM METafaHHbIX BMECTO
TEKCTOB U yNy4YLUaeT Ka4eCcTBO TPEHNUPOBOYHbIX AaHHbIX.
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MNpeaBapuTenbHAA OYMCTKA TEKCTOB peasin3oBaHa C UCNOJIb30OBAaHMEM AeTep-
MUHUpPOBaHHOM GYyHKUMMK clean_text, KOTopasa nocnepoBaTeibHO BbINOAHAET yaane-
HME TUNOBbLIX LWYMOB M HOPMan3aumo. B 4acTHOCTKU, HA 3Tane OYMUCTKU yaAaNAAUCh
URL-agpeca (wabnoHbl https?://\S+|www\.\S+), anektpoHHble agpeca (\S+@\S+),
undposble nocnesosatenbHocTn (\d+), a Tak»Ke BCce CUMBO/IbI, HE BXoAALLMe B AONY-
CTUMbIN Habop: BYKBbI TagKUKCKOro andasuTta, npoben, 3Hak geduca n anoctpod.
JononHntenbHo bbina peanvsoBaHa GUNbLTPALUA C/OB, COAEpPKAWMX HedonyCTU-
Mble UK OWmMBOYHbIEe cMMBObI. ONMcaHne M peanunsaumsa 3TUX Npoueayp COOTBeT-
CTBYIOT 0OLLLENPUHATLIM NPAaKTUKaM NOATOTOBKM KOpPMNyca M NO3BONAIOT CYLLECTBEHHO
COKPaTUTb YPOBEHb LLYMOB 6e3 noTepu pesieBaHTHOM NeKCUKM [5].

ObyyeHMe TOKEHN3ATOPOB BbINOAHANOCH B €ANHON METOA0N0rMYeCcKoM napa-
aurme ana obecnevyeHna KOPPEKTHOCTU CpaBHEHUA: Bce moaenm obyvanmcb Ha oa-
HOM M TOM e Kopnyce, NpU O4MHAKOBbIX NapamMeTpax U C O4MHAKOBOM NOC/ea0Ba-
TeNbHOCTbIO NPeaobpaboTku. bbinun BbIbpaHbI creayowme KoMmbMHaumMm 6nbanoTek
n anroputmos (cm. Tabn. 2): peanusauymmn BPE, WordPiece n Unigram B bubnmnoteke
Hugging Face Tokenizers n peanmsaumnum BPE n Unigram B SentencePiece, 4to oTpa-
YKaeT COBpeMEHHble NPaKTUKN B 06n1act cybcnoBHOM cermeHTaunm 1 No3BONAET CO-

NoCTaBUTb NOBeAEHNE peanusauuini bBUbAMoTeK B OAHUX U TeX XKe ycnosusax [5].

Tabn. 2. Tunbl 06y4eHHbIX TOKEHM3ATOPOB

BubnnoTteka Mogenb
Hugging Face BPE
Hugging Face WordPiece
Hugging Face Unigram
SentencePiece BPE
SentencePiece Unigram

Ha atane obyyeHua mMcnonb3oBanacb YHUPUUMPOBAHHAA KOHOUTypauua ru-
nepnapameTpoB, BbIbpaHHAA Kak KOMNPOMMCC MeX Ay KOMMNAKTHOCTbIO C/I0BapA U Co-
XpaHeHMeM UHPOPMATUBHOCTM NpeacTaBNeHMN. KntoyeBble NapamMeTpbl BK/IOYaAIN
pasmep ntorosoro cnosaps — 30000 TokeHOB; Habop CTaHAAPTHbIX CNeLUnanbHbIX TO-
keHoB [PAD], [UNK], [CLS], [SEP], [MASK] ans noaaep*ku Tmnosbix downstream-3a-
Aad (BblpaBHUBaHME, 06pabOTKa HEM3BECTHbIX C/I0B, KNaccudpuKauma 1 T. N.); a TaKkKe
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AOMNONIHUTENbHbIE napameTpbl, cneunduyHble ana SentencePiece:
character_coverage = 0.9995 (ypoBeHb y4yeTa cumBosnos), pad_id = 0, unk_id = 1,
bos_id =2, eos_id = 3. Bbibop pa3zmepa cnoBapa U ypoBHS 0xBaTa cMMBo10B H6asnpo-
Ba/ICs HAa NpeABapUTENbHbIX SKCNEPUMEHTAX U PEKOMEHZALMAX B InTepaType no cyb-
C/IOBHOM TOKeHu3auuu [4, 5, 8,9, 17, 18].

Ona 06bEKTUBHOM OLEHKN N CpaBHEHUA 3PPEKTUBHOCTU TOKEHU3ATOPOB ObiNK
MCNONb30BaHbl Cneaylowme KONMYECTBEHHbIE METPUKM: [0/1A HEU3BECTHbIX CNOB
(OOQV Rate, %), cpegHee uncno cybcnos Ha cnoso (Avg Subwords), KoadduumeHT cka-
1A (Compression Ratio) — oTHOWeHMe ANNHbI NOCeA0BATENbHOCTU NOCNE TOKEHU-
3aLUMKN K UCXOAHOW ANIMHE, @ TaKXKe CKOPOCTb TOKeHM3aumu (Speed, words/sec). 3tu
METPMKKN NO3BONAIOT CONOCTaBAATb MOAENN MO KayecTBy NpeacTaBAeHUA NEKCUKU U
BbIYMCINTENBHOWN 3PDEKTUBHOCTU, YTO BaXKHO Npu BbibOpe TOKeHM3aTopa A4N1a Npu-
KNagHbIX CUCTEM C OrpaHuMYeHHbIMK pecypcamu [1, 3]. B Tabn. 3 npeacrasneHbl Uc-
nonb3yemble NoKasaTenun.

Tabn. 3. MeTpMKM OLEHKM TOKEHN3ATOPOB

MeTpuKa OnucaHune

OOV Rate (%) | MpoueHT HEM3BECTHbIX C/10B

Avg Subwords | CpegHee yncno cybcnos Ha 04HO CNOBO

Compression OTHOLWeHMe ANnHbBI NoCNeA0BaTeNIbHOCTM NOC/e TOKEHU3AUNN K

Ratio opuUruHany
Speed CkopocTb 06paboTKM TEKCTa B C/I0OBAX B CEKYHAY
(words/sec)

Bce MeTpuKM BbIUMCNANUCH HA BblAENIEHHOM TECTOBOM YacTU Kopnyca, He UC-
No/Ib30BaHHOW NPU 0O6y4EeHNM TOKEHU3ATOPOB, YTO UCK/IHOYAN0 YTEYKY AaHHbIX M NO3-
BO/INNO 06bEKTMBHO OLEHNBATb 0606LLatoLLY0 CMOCOBHOCTb Moaenen. [Ins oueHKu
CKOPOCTW TOKEHU3aLUUMU U3MEPEHNA NPOBOANANCL HAa OAHOM U TOM e obopyaoBa-
HUM U NPU NAEHTUYHbIX HAaCTPOWMKax BBOAa/BbiBOAa, 4TOObI 06ecneynTb CPaBHMMOCTb
3HaYeHUMN.

JINHIBUCTMYECKUIM aHAIN3 KayecTBa CErMEHTaLMM BK/IIOYAN PYYHYIO NMPOBEPKY
YaCTOTHbIX N-rPAaMM, CONOCTaBAEHMNE BblAeNAEeMbIX cybcnoB ¢ MOPHEMHOM CTPYKTY-
POM M OLEHKY 4YacTOoTbl MOAB/NEHUA MapKepoB Hayana csioBa (B peanusaumu
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SentencePiece — cumBon —). Takon KOMOMHNPOBAHHBIN (KONMYECTBEHHO-KAYeCTBEH-
HbI) NoAXxoA4 NO3BONAET He TO/IbKO COMOCTaBAATb MOAENM NO YNC/IOBbIM XapaKTepu-
CTUKAM, HO U MHTEPNPETMPOBATb MX NOBEAEHME C TOYKM 3PEHUA JIMHIBUCTUKU Ta-
AXKUKCKOTO A3blKa, YTO 0COHBEHHO BaXKHO Npu paboTe ¢ arrntoTMHaTUBHBbIMKU U MopdO-
JIOTMYECKU HacblWEeHHbIMK cuctemamu [1, 6, 7].

Bce obyyeHHble mogenn n aptedaKkTbl UCCNen0BaAHUA, BKAOYAA AeTaslbHOe
ONMCaHMe Kopnyca U MeTOAMKY NpeaBapUTesibHbIX IKCNEPUMEHTOB ONA TALMKMUK-
CKOro A3blka, onybanKkoBaHbl Ha nhatpopme Hugging Face [6, 7, 19]. baharoaaps oT-
KPbITOMY AOCTYNy K MOAENAM U UCXOAHOMY Koay 0bpaboTkm Kopnyca obecneynsa-
eTCA NPO3PAYHOCTb UCCeA0BaHMNA, BO3MOXHOCTb BepUUKALMN pe3yanbTaTOB U UX
AaNnbHeMnWero UCNoib3oBaHMA Kak B MPUKAAAHbIX 3a4ayax, Tak U B NOCAeAYHOLLNX
Hay4YHbIx paboTax.

PE3Y/IbTATbl U UX OBCYKAEHUE

Onuwem TEXHONOTMYECKUI CTEK U LENEBYIO apXUTEKTYPY MY/1bTUOPEHA0BOM
umMdppoBon NNaTPopPMbl CO BCTPOEHHbIM 3D-KoOHPUIypaToOpoMm.

B HacToAwem pasaene npeactaBaeHbl pe3ynbTaTbl CPAaBHUTENBHOMO aHaAn3a
pa3paboTaHHbIX CyOCNOBHbBIX TOKEHN3ATOPOB ANA TaAKMKCKOro A3blKa U AaHa UX UH-
TepnpeTauma C TOYKM 3PEHUA KavyecTBa NpeacTaBAeHUA IEKCUKN, BbIYUCIUTENbHOM
30 PEKTUBHOCTU, NMHIBUCTUYECKUX CBOMCTB CErMEHTALLMN U NPUKAALHBIX BO3MOMXHO-
CTEeNn.

B Tabn. 4 cBeAeHbI BCE KNHOYEBbIE KOIMYECTBEHHbIE XapaKTEPUCTUKM NPOTECTU-
POBaHHbIX MOAEeNEeN: pa3Mep UTOrOBOrO C/I0BAPS, YPOBEHb HEM3BECTHbIX cnoB (O0OV
Rate), cpegHee uncno cybcnos Ha cnoso (Avg Subwords), KoapduumeHT ckatma
(Compression Ratio) n nsmepeHHas ckopocTb TokeHu3auuu (Speed, words/sec).

Tabn. 4. CpaBHUTENbHbIE XapPaKTePUCTUKN TOKEHM3ATOPOB

Moaenb bubnnoteka Pasamep | OOV Rate | Avg Sub- | Compres- Speed
cnoBaps (%) words sion Ratio | (words/sec)

HF-BPE HuggingFace 30000 1.2 0 1 124961
HF-Word- HuggingFace 30000 1.22 0 1.09 147557
Piece
HF-Unigram HuggingFace 30000 1.27 0 1 96573
SP—-BPE SentencePiece 30000 1.34 1 106239
SP—-Unigram SentencePiece 30000 1.39 1 175230
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AHanus Tabanubl NOKa3bIBAET, YTO AN1A BCeX Moaeie 3aPUKCMPOBaHbI HU3KNE
3HayeHus OOV (nopaaka 1.2—1.4%), 4To yKa3blBaeT Ha BbICOKOE MOKPbITUE C0BapA
OTHOCUTENbHO BbIBpaHHOro Kopnyca. Hebonblwas sennunHa OOV obbAcHAETCA cove-
TaHMemM obbema obyvarowmx AaHHbIX (>33 MIH TOKEHOB) U Npupoabl cybcnoBHOM
CerMeHTauum, Npmu KOTOPOW peaKue C/IoBa NPeACTaBAATCA KaK KOMOUHaLUWM 3HaKO-
Mmbix noacnos [1, 3, 5]. Hannuune HeHyneBoro, Ho manoro OOV cneayet yunTbiBaTb
Nnpu MHTEpPNPeTaLMn Pe3ynbTaToB: Aa*Ke NPU NAOTHOM NMOKPbITUM KOpMNyca OCTaTou-
Hble Hen3BeCTHble POPMbl MOTYT OKa3bIBaTb BUSAHUE B KPUTUYHbIX 415 Ka4ecTBa 3a-
Aavax (Hanpumep, Npu paboTe c o4YeHb PeAKMMU MMEHAMWN COBCTBEHHbBIMU UK TEX-
HUYECKUMU TEPMUHAMMU) [2, 6].

CpeaHee uyucno cybcnos Ha cnoso Bapbupyet ot 1.20 (HF-BPE) ao 1.39
(SP—Unigram). Hu3skasa sennumHa Avg Subwords y HF-BPE cBnaetenbcTByeT o ee cno-
CoObHOCTN POopMMPOBATL OTHOCUTENIbHO KpPYyMnHble, NHPOPMATUBHbIE NOACNOBHbIE
eanHNLbl, obecneymBas NPU 3STOM KOMMNAKTHOCTb NPeACTaBAeHMS — BaXKHOEe CBOMCTBO
ANs 3a4ay, YyBCTBUTE/NIbHbIX K A/IMHE BXOAHOM MocnepoBaTenbHOCTM (Hanpumep,
npu oby4yeHnmn TpaHchopmepHbix moaenen) [9, 8]. bonblee 3HavyeHne Avg Subwords
y peanmnsauuin Unigram oTpaxkaeTt ux 6osee « MeIKo3epHUCTYIO» cTpaTernio pasbue-
HWA, YTO NOBbIWAET IMHKOCTb MoAeNn Npu paboTe ¢ peaKMMU U HETUNNYHbIMUK Op-
MaMM, HO MOXKET YBE/IMYMBATb CPEAHIOI0 AJ/IMHY NOC/Ie40BaTENbHOCTEN U, KaK cnea-
CTBUe, 3aTpaTbl Ha 06paboTKy [4].

KoadpounuymeHt cxkatna (Compression Ratio), 641M3kMin K eguHuue ana 6onb-
LUMHCTBA MOAENEN, YKa3blBAaeT Ha TO, YTO CYMMapPHaa A/IMHA NOC/NeA0BaTeNbHOCTEN
nocse TOKeHM3aLuMmn NPUMeEPHO PaBHA AJIMHE UCXOA4HOTO cCNoBOObBpa3HOro npeacTas-
NIEHUA B KOIM4YecTBe TOKEHOB. MckntoveHune coctaBnset HF—WordPiece ¢ nokasare-
nem 1.09, uto cornacyetca c TeHAeHumen WordPiece K Bbibopy 6onee annHHbIX (60-
Nlee «Le/IOCTHbIX») TOKEHOB W, KaK CIeACTBUE, K YBENMYEHUIO CYMMAPHOM A/INHbI TO-
KeHM3MPOBAHHOW NOCNeA0BATENbHOCTM B HEKOTOPbIX KOHPUrypaumsax [8]. Takoe no-
BeaeHne WordPiece cnegyeTt yumTbiBaTb NPU NMPOEKTUPOBAHUU CUCTEM, FOE KpU-
TMYHbI KOMNAKTHOCTb NPEACTABNEHNA U NPONYCKHAA CNOCOBHOCTb.

M3mepeHHasa CKOPOCTb TOKEHM3AUUM LEMOHCTPUPYET 3aMeTHble pPasanyuA
MeXKay peanmsaumamm: Hambosnee bbictpo paboTtaet SP-Unigram (= 175 Tbic. chos/c),
Torga Kak HF-Unigram nokasbiBaeT HaMMeHbLUYO NPONYCKHYH cnocobHocTb (= 96
TbIC. CNOB/c). BbiCOKasa CKOpOCTb peannsaumin SentencePiece 4acTMYHO 06bACHAETCS
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ontummsaumen C++-peanusaumm n ocobeHHoctaAmmn APl ana nakeTHon o6paboTku
AaHHbIX, YTO AenaeT UX NpeanoyYTUTENIbHbIMM B CLEHApUAX maccoBon npenobpa-
H60TKM U OHNANH-UHEpPEHCA MPU OFrPaHNYEHMAX NO BPeMEHU BbiNoaHeHua [5]. Mpu
Bbl6Ope TOKEHM3aTopa B MPAKTUYECKMUX MPUNOKEHMUAX HEOBXOAMMO YYMTbIBATD KOM-
NPOMMUCC MEXKAY CKOPOCTbIO U KauecTBOM npeacTtasaeHuna: SP-Unigram BbIrogeH Tam,
roe Ha NnepBoM MecTe CTOMT Npou3BoaUTeNbHOCTb, @ HF-BPE — Tam, rae BaxkHee Kom-
NMaKTHOCTb M CEMAHTUYECKAsA OCMbIC/IEHHOCTb CybCcn0BHbIX eanHumy, [15].

[ns yrny6neHHOro NMHIBUCTUYECKOro NOHMMaHUSA PasINymMin B NOBeAEHUN TO-
KeHunsaTtopos 6bln NpoBeAeH aHaNM3 YACTOTHbIX N-rpamm (B OCHOBHOM Gurpamm)
B TOKEHU3MPOBAHHbIX KOpnycaX. Takoi aHaNM3 NO3BOJIAET BbIABUTb, HACKO/IbKO NOA-
CNIOBHblE eANHULLbI KOPPENUNPYIOT C MOPPEMHOM CTPYKTYPOUM A3bIKA, KAKMM 0H6pasom
OTMEYAlOTCA rPaHMLbl CI0OB M HACKOIbKO YacTO BCTPEYAOTCA CMMBOJIbHbIE MW CNY-
¥ebHble MapKepbl. Pe3ybTaTbl MOKA3anM BblParKeHHbIE Pa3IMuMA B CTpaTernax cer-
MeHTaummn: peanmsaummn HF—BPE n HF-WordPiece yawe ¢opmupytot burpammel, co-
OTBETCTBYHOLLME YCTOABLIMMCA MOpdpeMam M rpaMmMaTUHECKMM codeTaHmaM (Hanpwm-
mep, ('kun', 'gap’), (‘act', 'kn')), uTo yKasbiBaeT Ha Nyyllee npeacTaBaeHne MopdeMHOM
CTPYKTYPbI M 06/1eryaeT ceMaHTUYECKYO MHTepnpeTaLmio BbIXOAHbIX TOKeHOB. O4HO-
BPEMEHHO B pacnpegeneHmnax GpUKCMPYOTCA MOBTOPAIOLLMECA CMMBOJIbHbIE NApbI
(Hanpumep, ('y', 'Y')), uTo moxkeT oTparkaTb GoHeTUKo-opdorpadmyeckne ocobeHHo-
CTU TaAXKUKCKOTO fA3blKa U PerynsipHOCTb OKOHYaHUNA.

HF-Unigram otanyatotr 60onee YyacTble 04HOCMMBO/IbHbIE Napbl (Hanpumep, ('H',
'a'), ('3', 'n")), uTo cBMAeTenbCTBYET O HOoNEee MEeNKO3epPHUCTOM pa3brneHun n bonbluen
POQN OTAENbHbIX CUMBOJIOB KaK CTPOUTENbHbIX 6N10KOB. Takana 3epHMUCTOCTb CNocob-
CTBYET nyywen 0b6paboTKe peaKknx U UCKaXKEHHbIX GOPM, HO YMEHbLUAET Henocpea-
CTBEHHYIO MOPPEMHYIO MHTEPNPETUPYEMOCTb CYOCNOB — BAXKHYIO XapaKTEPUCTUKY
ANA NpUNoXKeHnn c TpeboBaHnem obbacHumocTtu [4].

Peanusaumm SentencePiece [eMOHCTPUPYIOT XapaKTEPHYH OpPMEHTALMIO
Ha ABHble MapKepbl rpaHuL, cnos: BPE-BapuaHT akTUBHO MCNO/Ib3yeT MapKep Havana
cnosa — (Hanpumep, ('—ku', '—_pap')), 4To NoBbIWAET ABHOCTb FPaHUL, U obneryaer
CUHTAKCUYECKUIM aHaNM3 1 reHepaumio CBA3HOro TekcTa. SP-Unigram coxpaHaeT map-
Kep —, 04HaKO AEMOHCTPUPYET OAHOBPEMEHHO NOBbIWEHHYI YacTOTY CUMBOJIbHbIX
nap M COYeTaHWI, rae rpaHuLa CIoBa COYMETAeTCA C 3/1IeMEHTAPHbIMM CMMBOAMM
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(Hanpumep, ('n','—y')), 4TO OTparkaeT KOMMPOMMUCC MEXKAY YY4ETOM FPaHULL U AeTanu-
3MPOBAHHbIM CUMBO/IbHbIM NpeacTasneHnem [5, 18].

ConocTaBuUTENbHbIN aHanM3 burpamm no3sonn chopmyIMPOBaTb NPaKTUYe-
cKkne pekomeHgaumun. NMoaxogbl HF—-BPE n HF—WordPiece uenecoobpasHo npume-
HATb B 3a4a4aXx, TPebyoLWMX yCTOMYMBOroO NpeAcTaBieHnAa Mopdpem U CEMaHTUYECKON
MHTepnpeTaumm (MalMHHbIA NepeBos, TemaTuyeckasa Knaccudukauma, aHaams To-
HanbHOCTK), Toraa Kak Unigram-peanusaummn (ocobeHHo SP—Unigram) npeanoytu-
TeNbHbl B CUEHAPMAX C OrPaHMUYEHHbIMU BbIYUCAUTENIbBHBIMM pecypcamu Uam npu
60/1bWOM KonumyecTse peakmnx ¢opm, rae Ba*kHa aganTUBHOCTb pasbueHus [1, 3-5].
Mpu aTtom BbIGOP Mexkay HuggingFace- n SentencePiece-peanmsaunammn Takxe Aon-
YKEeH yuYnTbIBaTb TpeboBaHUA K CKOPOCTU NpeaobpaboTkm u MHTerpaunm B pabouni
namnaanH.

HakoHew, nony4yeHHble TOKEHN3ATOPbI NPEACTABAAT COOOM NPAKTUYECKN NO-
Nle3Hble apTedaKTbl: OHN MOTYT CYKUTb OCHOBOM AJ/1A NOCTPOEHUA A3bIKOBbIX MOAe-
NeN, CUCTEM MALUMHHOIO NepeBoaa U MHCTPYMEHTOB MHPOPMALMOHHOIO NOUCKa ANA
TAAXKMKCKOrO A3blKa. Tem He meHee cregyeT UMeTb B BUAY OrpaHUYeHuna uccnenosa-
HUA: pe3ynbTaTbl 06yCNOBAEHbI XapaKTePUCTUKAMM MCNOb30BAHHOIO Kopnyca (¥aH-
poOBOE pacnpegeneHue, foNA SHUMKAONEeANYECKMX U HOBOCTHbBIX TEKCTOB) U BblOpaH-
HbIMM runepnapameTpamum (pasmep cnosapsa 30000, Habop crneunanbHbIX TOKEHOB).
Ona nx obobueHna pekomeHAyeTcs NMPOBECTU AOMNONHUTE/NIbHbIE 3KCMNEPUMEHTDI
Ha Kopnycax Apyroro *aHpOBOro COCTaBa, BApbUpoOBaTb pa3mep CA0BapPA U nccneno-
BaTb BAUAHNE TOKeHM3aumn Ha downstream-meTpukm (BLEU/ROUGE, F1 1 ap.) B KOH-
KPETHbIX NPUKAaAHbIX 3aga4ax [6, 7, 19].

B Lesiom nony4veHHble pe3yibTaTbl NOATBEPKAAMOT, YTO COBPEMEHHAA cybCnoB-
HaA TOKeHM3auma obecrneynBaeT BbICOKOE NOKPbITUE U TMOKMe cpeacTsa npeacTaBie-
HMA MOPPOIOTMYECKM HACIWEHHbIX GOPM TaAKMKCKOro A3blKa; BbIOOP KOHKPETHOM
peanusaummn gonxkeH 6asnpoBaTbCA Ha KOMMPOMMCCE MEXKAY KOMMNAKTHOCTbIO Npes-
CTaB/IEHMA, CEMAHTMYECKON OCMbICIEHHOCTbIO U TpeboBaHUAMKM NO CKOpocTM 0bpa-
60TKM. DTW BbIBOAbI COrIACyOTCA C paHee onyb6iMKOBaHHbIMKW paboTamum No npume-
HeHUIo cybCNoBHbIX METOA0B B Mano- U cpeaHepecypcHbIX A3blkax [1, 3, 5, 18].
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3AKNTHOYEHUE

MpoBeaeH KOMNAEKCHbIN CPABHUTENbHbIM aHANM3 COBPEMEHHbIX METOA0B Cyb-
CNOBHOWM TOKEHU3AUMN NPUMEHUTENIbHO K TaAXKMKCKOMY A3bIKY, KOTOPbIN OTHOCUTCS
K YNCNY MANOU3YYEHHbIX M MasniopecypcHbIX. na obyvyeHnAa n nocneayouLero Tectu-
poBaHMA moaenen cdopmMnMpoBaH N NpeaBapuTesibHO 06paboTaH maclwTabHbIN KOp-
nyc TeKcToB 06bemom 6onee 33 MIH TOKEHOB, BK/IIOYAOLWMIA MaTepMasibl PA3NYHbIX
YaHPOB M CTUNEN — OT HOBOCTHbIX M NYBANLNCTUYECKMX UCTOYHMKOB A0 HaY4YHbIX U
XY[,0XKeCTBEHHbIX TEKCTOB. TaKOM COCTaB Kopnyca obecneuymnn penpeseHTaTUBHOCTb
AAHHbBIX M NO3BOAINA OUEHUTb NOoBeJeHWe TOKEHM3aTOPOB B YC/A0OBUAX peasibHOro
A3bIKOBOro pa3Hoobpasus.

Ha ocHoBe cobpaHHoro Kopnyca 6b1a1 06yyeHbl M NPOTECTUPOBAHDbI NATb TUMNOB
ToKeHu3aTopoB — BPE, WordPiece un Unigram — c ncnonbsoBaHuem AByx LUMPOKO pac-
npocTpaHeHHbIX bubnmotek: Hugging Face Tokenizers un SentencePiece. Pe3ynbTaThl
3KCMEepPUMEHTa/IbHOM OLEHKM MOKa3aaun, YTo BCE MOAENN AEMOHCTPUPYIOT BbICOKME
KQYeCTBEHHbIE XapaKTEPUCTUKK, B TOM Yncne Hyneson yposeHb OOV, 4yto asnsaeTtca
NPUHLUUNMANBHO BaXKHbIM MOKa3aTenem Ana A3blKoB ¢ 6boraton mopdonornen m Bbl-
COKOM cTeneHbto c/1o0BOGOPMEHHON BapUaTUBHOCTH.

Cpeamn pacCMOTPEHHbIX peLleHnin 0coboro BHMMaHMA 3aC/y»KMBaeT TOKEHM3a-
Top HF—BPE, KoTOpbI 06ecneynBaeT onTUMasibHbI KOMMNPOMMUCC MeEXKAY KOMMAKT-
HOCTbIO NpeacTaBNEHUA TEKCTa M CKOpPOCTblo 06paboTKM, a TaKkXKe moaesnb
SP—Unigram, npoaemMoHCTpupoBaBLIaA HaumBbiclwee bbicTpoaelictene. lNposeneH-
HbIA @aHA/IM3 YaCTOTHbIX N-rPAaMM MO3BOAMA Fy6XKe MOHATb Pa3/INYMNA B CTPaTErnAX
cy6CNOBHOM CErMEHTALMM M NOKa3a/, YTO OAHM MOAENN Nlydlle OTPaXKatoT rpamma-
TUYECKYIO CTPYKTYPY A3blKa, TOrAa Kak gpyrue obecneunsatot 6onee getannsnpoBax-
HOe npeAacTaB/ieHMe TeKCTa Ha CMMBOJIbHOM YPOBHE.

B uenom nonyyeHHble pesyabTaTbl NOATBEPKAAIOT, YTO COBPEMEHHbIE aaro-
PUTMbl Cyb6CNOBHOM TOKEHU3aUUK ABAAOTCA IPPEKTUBHBIM U YHUBEPCASIbHBIM MH-
CTPYMEHTOM 06paboTKM eCcTeCTBEHHOIO A3blKa AadXKe B YCNOBMAX MASOPECYPCHOCTU
N CNOXHON MOPGONOrMYECKON CTPYKTYpPbl, XapaKTEPHbIX A1A TALAMKMKCKOro A3blKa.
Pa3paboTaHHble TOKEHN3ATOPbl MOTYT CAYXKUTb PYHAAMEHTOM ANA AdNbHENLINX UC-
CNefoBaHUM N NPAKTUYECKMX Pa3paboToK B 061aCTU KOMMbIOTEPHOM IMHIBUCTUKY,
CNocobCTBYA pacLIMPEHUIO NPUCYTCTBUA TALMKMKCKOTO fA3blka B LMPOBON cpege U
NnoAAepPrKKe JIMHIBUCTMYECKOrO pa3Hoobpasma. MposeseHHas paboTa OTKpbiBaeT
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nepcneKkTMBbl ANA BHeApeHUA coBpemeHHbIx NLP-TexHoornii B 06paboTKy manonsy-
YeHHbIX A3bIKOB U MOXET PaCCMaTPMBATLCA Kak MeToAnyecKkana OCHOBA A41A aHaNorny-
HbIX UCCIeA0BaHNIM B OTHOLLIEHUWN APYTUX MANOPECYPCHbIX A3bIKOB MMpa.
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Abstract

This paper examines modern approaches to subword tokenization of texts as
applied to the low-resource Tajik language, which is characterized by a complex mor-
phological structure and a high degree of word-form variability. In the course of the
study, a large-scale heterogeneous corpus was compiled and preprocessed, compris-
ing 99 books and 134,497 textual articles of various genres and topics, with a total
volume exceeding 33 million tokens. The corpus was cleaned of noise, normalized,
and used as a basis for training and subsequent testing of subword models.

Based on this corpus, five tokenization models implementing the BPE, Word-
Piece, and Unigram algorithms were trained and analyzed using the Hugging Face To-
kenizers and SentencePiece libraries. Comparative evaluation was conducted using a
set of key metrics, including the proportion of out-of-vocabulary (OOV) words, the
degree of text representation compression, tokenization speed, as well as character-
istics of n-gram distribution, which make it possible to assess the ability of the models
to capture the morphological and structural organization of the language. The exper-
imental results made it possible to identify the strengths and weaknesses of different
approaches to subword segmentation and to determine the most effective tokeniza-
tion strategies under conditions of the morphological complexity of the Tajik lan-
guage. The findings obtained can be used in the development of language models and
applied NLP tools for Tajik and other low-resource languages, contributing to the ex-
pansion of their presence in the digital environment.

Keywords: Tajik language, subword tokenization, low-resource languages, BPE,
WordPiece, Uni-gram, Hugging Face Tokenizers, SentencePiece, corpus linguistics,
natural language processing (NLP).
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